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The labour productivity differentials between manufacturing firms in Ghana and South Korea
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education within developed countries can be explained by skill-biased technical progress in those
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return to education based on individual labour market data. Allowing for differences in the shape
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Introduction

High-income countries differ from low-income ones in many dimensions. A long tradition of dual
economy models has drawn attention to the central fact of development which is the decline in
the share of agriculture in GDP as incomes rise. High income societies have much higher levels
of human capital, a larger proportion of their workforce in urban areas and use a quite different
range of production techniques than low-income societies, see Temple (2005) for a recent review
of the dual economy literature. However the dominant tradition in recent empirical work on the
role of technology in explaining differences in income has been to focus, not on these structural
differences across economies, but to use an aggregate production function in a tradition which
dates back to Solow’s (1957) classic paper.
A large body of empirical work has used a Cobb-Douglas version of a production
function which incorporates both physical and human capital:
[1]
Vit = Kitα ( Ait H ih )(1−α ) euit

where Vit is value-added, K it is a measure of physical capital, H it is the amount of human capital
augmented labour used in production, Ait is total factor productivity and uit is the error term.
The potential importance of human capital in the growth process is a focus of much of the
endogenous growth literature, Acemoglu (1996), Aghion and Howitt (1998) and Lucas (2002).
The problem with translating these growth models into an empirical form for testing, and in
generalising from micro studies, is that human capital needs to be measured in a manner that
makes it comparable across countries. Our innovation in this paper is to use a sufficiently general
functional form that allows both average and marginal returns to human capital to differ across
firms within each country.
By extending the basic Solow model to include human capital equation [1] ensures that
the Ait term, which is total factor productivity (TFP), is all factors other than measurable human
and physical capital. An extensive literature at the macro level has argued that if we are to
understand differences in incomes across countries the key is to understand what drives this
measure of TFP. Hall and Jones (1999) argue for social capital, Lucas (2002) for externalities
from human capital and other authors for a very large number of factors. Durlauf et al (2005) list
no fewer than 145 variables which have been included in reduced form macro growth models.
A similar conclusion has been derived from work using micro firm-level data. For
example the extensive work carried out by the World Bank on firm surveys has been used to
argue that the investment climate, by which is meant a range of factors affecting the TFP of firms,
“matters enormously and the relative impact of the various investment climate variables indicates
where reform efforts should be directed”, abstract from Escribano and Guasch (2005). Using
micro data there has been extensive investigation of how productivity links to exporting (Bigsten
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et at 2004, Aw and Hwang 1995, Clerides at al 1998) but much more limited attempts to directly
compare the productivity of firms across countries.
Such comparisons are clearly difficult. How outputs and inputs are to be valued and to be
made comparable across firms within a country is an important empirical issue in assessing
whether returns to scale or market power is being identified. The problem of comparing firms
across countries offers even greater empirical challenges. However it needs to be noted that the
challenges of using macro data are far greater. As Temple (2005) stresses the move from one to
two sector models is a very large increase in the complexity of any analysis of the growth
process. In this paper we seek to present a direct comparison of firm-level productivity across
Ghanaian and South Korean firms, where we have sought to ensure as great a degree of
comparability as possible across the firms. Our question mirrors that posed in the macro analysis
by Hall and Jones (1999): why do South Korean firms produce so much more output per worker
than Ghanaian ones?
In the next section we set out how, within the context of a standard Cobb-Douglas
production function, we can answer that question by identifying the factors that may explain these
differences: is it technology, factor intensity, TFP, skills or returns to scale? The data is set out in
section 3 where we will show labour productivity differentials at the micro level exceed those at
the macro. In section 4 we present models of the production functions for the two countries which
allow for differences in technology and in the returns to skill. While a focus on manufacturing is
clearly a narrow focus relative to work at the macro level we narrow the base of the comparison
still further in section 5 and look at production functions for one sector: textiles and apparel. We
also present robustness checks as to how successfully we have allowed for the endogeneity
problems that are posed in identifying the parameters of the production function. In section 6 we
answer the question posed in the paper’s title. A final section concludes.
2

Scale, skills and technology

Production functions such as equation [1] impose constant returns to scale. This restriction is not
necessary and is one that we test for in our data. As will be shown below the scale on which
Ghanaian and Korean firms operate is very different. If constant returns to scale do hold in the
context of a common homothetic technology then the implication is that Ghanaian firms can
“scale-up” and, apart from the scale of operation, nothing will change as regards productivity or
factor proportions. One reason why it might be argued such a scaling-up is not feasible, even in
such a context, is that skills interact with technology in a way not captured by the specification
chosen in [1]. In particular Caselli and Coleman (2006) have pointed out that the specification

3

imposes the assumption that workers with different educational achievements are perfect
substitutes. They argue that this is clearly rejected by the macro data.
Our micro data is from Ghana and South Korea. Whilst it is reasonable to assume that
both the quantity and quality of the education differ substantially across the two countries, it is
less clear how important are differences within and between the manufacturing sectors of the
countries. The approach adopted by Caselli and Coleman (2006) is to classify workers as skilled
or unskilled and to adopt a CES form of the production function. We propose to retain the CobbDouglas form of the production function but to use our data on labour quality to measure human
capital directly using the same specification as that of Hall and Jones (1999) and Bils and Klenow
(2000). 1 In contrast to their approach, which imposes the return on human capital from other
sources, we allow the micro data to assess how the return to education differs across the countries
in their manufacturing sectors. This has the advantage of allowing the data to determine if the
returns to skills are higher in a more capital/technology intensive environment which the
extensive discussion of skill biased technical change in the labour market literature suggests may
well be possible. We will also allow the other parameters of the production function to differ
across the two countries. As in Hall and Jones (1999) we link human capital to years of education
by the following functional form:
[2]
H it = eφ ( Eit ) Lit
where Ei is the number of years of education of workers in the labour force.
In empirical work the function φ is usually written in a form non-linear in the variables as:
[3]

φ(Eit ) = δ0 +δ1Eit +δ2Eit2 +vit

The implied value-added production function is:
[4]
LnVit = α LnKit + (1 − α ) LnAit + (1 − α )φ ( Eit ) + (1 − α ) LnLit + uit
which can be re-arranged in per capita terms as:
V
K
Ln it = α Ln it + (1 − α ) LnAit + (1 − α )φ ( Eit ) + uit
[5]
Lit
Lit
This specification ensures that human capital acts as a shifter of the production function in the
same way as TFP captured in Ait . The argument has been widely advanced at the macro level that
education cannot explain the very large differences in productivity across countries that we
observe. Two assumptions provide the empirical basis for this argument. The first is that the
returns to human capital are concave, so that with higher levels of human capital the return falls,

1

We continue with the Cobb-Douglas form for two reasons. The first is to maintain comparability across
the bulk of the macro approach to this subject. The second is that extensive investigation of issues of
functional form for the Ghana data, and African firm-level data more generally, have shown the CobbDouglas form to be remarkably robust.
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and the second is the assumption that the Mincerian returns to education are the same across
countries. These assumptions ensure that as human capital expands the return falls so the net
effect on underlying productivity of any increase in supply is mitigated. Studies, such as Hall and
Jones (1999), that impose a common function φ ( Eit ) do not allow for the empirical investigation
of these issues. In the next section we estimate the returns to education in the firm and do not
restrict these to be concave or common between countries. There is now growing evidence that
concavity does not describe the returns to human capital in poor countries, particularly those in
Africa. In fact there is little evidence of any return to human capital for those at the level of
education below secondary which is the level for the bulk of the labour force. If this is correct
then it opens up the possibility that the return on human capital may be far higher in South Korea
than Ghana. The question posed here is whether the data can support a sufficiently large
differential to shift up the production function by the scale required to explain differences in
productivity across the two countries.
In estimating such production functions issues of functional form are crucial. Two of
those issues, which have featured prominently in the literature, have been the use of gross-output
or value-added specifications and the use of the Cobb-Douglas as a special case of more general
functional forms. Research by Basu and Fernald (1995) shows that adopting a value-added
production function can yield misleading results if there is imperfect competition or increasing
returns to scale. We therefore propose to adopt a gross output specification and test whether
important information is lost when a value-added specification is used. We extend the valueadded specification in equation [1] by the inclusion of raw material inputs ( M it ) and indirect
costs ( I it ) and we are now explicit as to the potential importance of time invariant unobservables
in the fixed effects ( μi ):
[6]

Yit = K itα M itm I iti ( Ait H it ) β e μi e uit

We obtain an equation that includes observable human capital by similar assumptions to those
already made:
[7]
LnYit = α LnKit + mLnM it + iLnI it + βφ ( Eit ) + β LnLit + μi + uit
From which we obtain the basic specification for this paper:
LnYit = α LnKit + mLnM it + iLnI it + β (δ1Eit + δ 2 Eit2 )
[8]
+ β LnLit + μi + uit
In this gross output production function we need measures for five inputs: physical capital, K,
raw material inputs, M, indirect inputs, I , years of education, E , and labour, L. The empirical
challenge is to measure these variables in a way that ensures cross-country comparability and
allows us to address the issues of endogeneity and the role of unobservables which have
dominated attempts to estimate this relationship empirically as reviewed in Tybout (2000) .
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Using equation [8] we can identify differences in returns to scale, skills and technology.
Constant returns to scale imply that β = (1 − α − i − m ) . Differences in skills are captured, in part,
by allowing for variation in the measure of human capital which is the years of education (E) and,
in part, by seeking to identify the returns on human capital across the firms which are a function
of ( δ1 , δ 2 ). In this paper we mean by technology the way in which firms combine inputs to
produce output, sometimes referred to as the ‘blueprints’ of production used by the firm. If the
‘blueprints’ used by firms across these countries differ this will result in the parameters
( α , i , m, δ1 , δ 2 ) differing. As we are allowing the parameters on education to vary across the
countries this aspect of technology acts to shift up the production function. In fact, in this
specification, human capital acts just like any other factor which is assumed to affect the
underlying TFP of the firm.
As we wish to compare our micro estimates of productivity differences with those from
the macro literature we note that we can give an interpretation of how value-added will grow if
the correct specification is a gross output production function. By definition:
[9]
Vit = Yit − IM it and dVit = dYit − dIM it
where for exposition purposes we have merged raw materials and indirect costs into IM it .
Denoting shares by sim we have IM it = simYit so we can write:

[10]

Vit = Yit − simYit = (1 − sim )Yit
dVit dYit − dIM it
dYit
IM it dIM it
dYit
sim dIM it
1
1
1
=
=
−
=
−
Vit
Yit − IM it
(1 − sim ) Yt
(1 − sim ) Yit IM it
(1 − sim ) Yt
(1 − sim ) IM it

dVit
dY
dIM it
1
[ it − sim
]
=
(1 − sim ) Yt
Vit
IM it

If gross output and inputs are growing at the same rate then value-added will also be growing at
that rate. Basu and Fernald (1995, pp172ff) discuss the biases that can arise if the value-added
specification is used, here we note that we can interpret a move from the gross output
specification in [8] to a value-added one in terms of such growth rates:
dVit
dK
dL
1
[11]
[α it − β it + β (δ1dEit + δ 2 dEit2 )]
=
Vit
Kt
Lit
(1 − sim )
We will use this specification in a comparison of the results from our micro analysis with the
work using macro GDP data. We turn now to establish how productivity measures differ across
the firms in South Korea and Ghana.
3

Productivity in Ghanaian and South Korean Firms

The data used for the cross-country comparison are unbalanced panels of 863 South Korean
manufacturing firms observed for 3 years and 312 Ghanaian manufacturing firms observed for up
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to 12 years. Both data sets were collected in a similar manner by interviews with firm
management. The Ghana data cover the period 1991-2002 and the Korean data the period 199698. Söderbom and Teal (2004) use the Ghana data over the period from 1991 to 1997 and the
present study extends the data set but retains the definitions used in that paper. The South Korean
data are described in Hallward-Driemeier et al (2001).
The key data problem we face is making outputs and inputs comparable both across firms
within a country and across countries. We do this in three stages. First we construct the variables
so the definitions are consistent across countries. In the second we deflate the values of outputs
and inputs by firm specific domestic prices to render them comparable within the country. We
finally covert them to international prices by means of the purchasing power parity price indices
available from the PENN World Tables, Heston et al (2001). The result is a series of comparable
values which should enable us to compare productivity across the manufacturing sectors of South
Korea and Ghana. 2
For both Ghana and Korea we have firm level price deflators for output and some of the
inputs. We have used the primary data from the surveys to obtain measures of outputs and inputs
classified as raw material inputs and “other inputs” which are primarily indirect costs (electricity,
other energy and rent). We have firm level deflators for both output and raw material inputs but
not for indirect costs. We proceeded by deflating output and raw material prices by these firmlevel deflators and then converting these values to PPP numbers by using the PPP deflator for the
3

base year. For indirect costs, where no appropriate firm-level deflator was available, we have
used the PPP consumption deflator for each year. These deflators render the data comparable over
time within the country and, as they are firm based, ensure that the variables measure changes in
real quantities (at least for output and raw materials) and not higher revenues or lower costs
associated with market power.
In order to establish how much of this labour productivity differential can be explained
by factor intensity we also need to impute a value to the capital stock for each firm in each
country. For the South Korean firms, we take the firm-level reported value of the nominal capital
stock for each year and deflate it using the annual PPP investment deflator. For the Ghanaian
firms, as we have a longer panel available and due to concerns about capital valuation in this less
developed market, we accumulate the deflated value of the investment series and assume a
depreciation rate rather than using the reported values of the capital stock.

2

Details of the calculations are given in the Appendix. In the text we focus on the key decisions made to
render the data comparable across the two countries.
3
In cases where these firm level price indices were not available they were assumed to be equal to the
average of firms in the same manufacturing sub-sector.
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Having made the data comparable within the country we then proceed to render it
comparable across countries by means of country level PPP deflators for the base year which is
1991 for Ghana and 1996 for Korea. We use the GDP PPP deflator for output, the investment
PPP deflator for capital and the consumption PPP deflator for materials, the latter being the same
as that already used for the indirect costs. It is at this stage that problems of comparability are
most pronounced. Given our interest in comparing TFP, not only across firms within a country
but also across firms in such very different countries as Ghana and South Korea, any error in this
deflation will appear in the TFP difference. Our defense is that the PPP exchange rates represent
our best estimate of price level differences across countries.
Finally we turn to how the human capital augmented labour variable has been created.
The measure of labour input is weekly hours worked. For Ghana we use the firm-level data on
employment and average hours worked. In South Korea we do not have firm-level data on hours
worked, and so we use the subsector (ISIC 2-digit) averages from the ILO. Our human capital
measure is the average number of years of education of workers in the firm. For Ghana, where we
have time variation, the measure is obtained from labour market surveys carried out at the same
time as the firm surveys. These labour market surveys contain information on the years of
education by occupation of the worker and we have aggregated up the individual level data to a
firm basis using the occupational structure of the firm. For South Korea we have the proportion of
the workforce that has completed various levels of education and from this we impute an implied
average by assuming that workers finish the level of reported education. This measure however
has no time variation. In order to make the measures comparable we remove the time variation in
the Ghanaian data by taking an average for each firm.
Table 1 presents the results of these calculations. The median output per employee is 20
times higher in Korea than Ghana firms while the differential in terms of median value-added per
employee is nearly 40 times. The differences in capital per worker are larger still, with the
medians differing by a factor of nearly 50 times. Quite clearly the firms are performing very
differently and using quite different factor intensities. How much of these differences can our
production function capture?
4

Estimating technology and the returns to skills

In order to allow both technology and underlying efficiency to differ across the firms we proceed
by seeking a separate estimate of equation [6] for both Ghana and South Korea. As we have
sought to make the units of measurement comparable across the countries we can then ask how
large is any difference in TFP. The estimation of such production functions involves a number of
econometric problems which, despite having been the subject of a considerable literature, are still
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under active discussion. Endogeneity resulting from unobserved time-varying factors being
correlated with inputs, encompassing both omitted variable bias and measurement error, has
generally been seen as the critical issue for the estimation of production functions. There have
been four main techniques in the literature to overcome endogeneity problems: instrumental
variable estimation (IV), fixed effects estimators (FE), structural identification and generalised
method of moments (GMM) panel data estimators. The difficulty in finding suitable instrumental
variables, the bias in FE estimators from measurement error and multicollinearity problems with
structural identification (Ackerberg and Caves (2005)) lead to the GMM approach being the
primary one adopted in this paper, although we also present some results for other methods.
The GMM approach uses the autocorrelation structure of the residuals to obtain a set of
moment conditions. In the language of instrumental variable estimation, lags of levels are used as
instruments for first-differences and lags of first-differences are used as instruments for levels.
The particular set of moment conditions that is available is dependent upon the autocorrelation
structure of the residuals. The GMM estimator and the diagnostic tests are implemented using the
xtabond2 command (Roodman 2005) in the STATA statistical package. The autocorrelation
structure is determined through the use of the Arellano-Bond (1991) m statistics. These test the
null of no autocorrelation of the specified order and determine how many lags need to be taken in
order to arrive at valid moment conditions.
The overall validity of the moment conditions (or, equivalently, of the instruments) is
validated through the use of the Sargan test with the null hypothesis that the instruments are valid
(ie exogenous). The original version of this estimator consisted solely of an equation in firstdifferences with appropriately lagged levels as instruments (Arellano and Bond 1991). In the case
of highly persistent data, lagged variables in levels are likely to be weak instruments for
contemporaneous differences, potentially giving rise to finite sample bias and poor precision of
the estimates. To address such problems a system generalised method of moments (GMM)
estimator was developed, (Blundell and Bond (1998), Blundell and Bond (2000), Blundell, Bond
and Windmeijer (2000) and Windmeijer (2000)). Within this framework lagged levels are used as
instruments for contemporaneous differences and lagged differences as instruments for
contemporaneous levels. This resulting system GMM estimator nests the original difference
GMM estimator and so a difference-in-Sargan test can be used to check the validity of the
additional instruments used in the levels equation.
The first-differencing operation not only removes unobserved firm-specific effects but
also time-invariant explanatory variables. This presents a problem if the effects of time-invariant
variables are of interest as the instrumenting procedure described above is only available for
endogenous variables that are time-varying. In our equations, this means that we are able to use
the moment conditions to instrument capital, labour, materials and indirect costs but not
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education. In Table 2 we assume that education is exogenous, however, due to concern that it
may be correlated with unobservables, we undertake some more detailed analysis of alternative
instrument sets in Section 5 in order to check that this assumption is not material to our
conclusions.
The basic result in this paper is presented in Table 2 which compares the Ghanaian and
South Korean firms using identical specifications which impose, after testing, constant returns to
scale. Consider first the OLS results. We would expect these to be biased by the presence of
unobservables, such as management ability and measurement error. The coefficients on variables
that are positively correlated with unobservables will be biased upwards while those that are
negatively correlated will be biased downwards. We use two approaches to investigate whether
the OLS coefficients are biased by endogeneity. Firstly, we implement a fixed-effects estimator.
This removes firm-specific time-invariant unobservables from the data, and hence also removes
any bias they may cause. As is typical in production function estimation, likely due to
measurement error, the coefficients in the unrestricted fixed effects estimator are implausibly low
but become reasonable with constant returns imposed. As constant returns to scale are not
rejected in any of the other specifications we are comfortable imposing this restriction for the
fixed effects estimator. The system GMM panel data estimator allows for the autoregressive
structure of productivity shocks and measurement error to be unrestricted, and, further, allows
both of the former and the fixed effect to be freely correlated with input choices. Thus, from an
endogeneity perspective, the GMM results should be unbiased if the instruments are valid and if
education is exogenous. We test for autocorrelation of varying degree and lag the instruments
sufficiently given the results of these tests. The subsequent Sargan test does not reject the validity
of the instruments even when we implement the correction proposed by Bowsher (2002) to
correct for the known tendency of this test to under-reject. 4
Our main result focuses on the differing impact of education on firm output in the two
countries. The quadratic functional form allows for the possibility that the shape and the
magnitude of returns differ. The returns implied by Table 2 in Ghana are small and convex while
those in South Korea are larger and concave. Note that while the South Korean coefficients are
not individually significant, the joint null hypothesis that the linear and quadratic terms are equal
to zero is easily rejected. Taking the first derivative of the quadratic and evaluating at the sample
5

mean gives an implied marginal rate of return of 3% in Ghana and 10% in South Korea. The
returns to education functions are plotted in Figure 1. Average returns to education can also be
calculated. As there are no observations at very low levels of education we are wary of
4

The Difference-in-Sargan test, which tests for the validity of the additional lagged differences instruments
in the levels equation, while not reported, also does not reject the instruments.
5
Calculated as -0.094+(2*0.006*10)=0.026 for Ghana and 0.444-(2*0.014*12)=0.108 for South Korea.
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extrapolating the quadratic too far. As such, the average rate of return is calculated assuming that
the total returns to education are reflected in the quadratic from 3 years to the maximum

1

Total Factor Productivity
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Figure 1 TFP and Education
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observed in each country. That is, we take φ (3) (rather than φ (0)) as an estimate of the intercept
of the returns to education function. This calculation yields average rates of return on years of
education of 14.5% per annum in South Korea and 1.8% per annum in Ghana. 6
Compared to the other specifications, the constant term in the fixed effect equation is
much higher for South Korea and virtually identical for Ghana. This implies that time-invariant
factors, which includes education in our model, are important for explaining productivity in South
Korea but not in Ghana. In Table 3 we use a logarithmic function in Equation 3 as a way of
imposing concavity in the returns, while still allowing returns to differ. This compares to the
approach in Hall and Jones (1999) where concavity was imposed with a common rate of return.
Based upon the quadratic specification we expect that this functional form will be rejected for
Ghana but not for South Korea which the empirical results confirm. The Ghanaian coefficient is

Calculated as ( φ (15)- φ (3))/15=(0.015+0.249)/15=0.018 for Ghana and ( φ (16)- φ (3))/16=(3.521.20)/16=0.145 for South Korea.

6
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not significantly different from zero, while the greater structure imposed means that the South
Korean coefficient is now highly significant. The implied rate of return at the mean is 11%. Black
and Lynch (1996) estimate a very similar specification for US firms and find a point estimate on
the log of education of 0.86 for manufacturing firms, midway between our estimates for Ghana
and South Korea.
As we have chosen units so that they are comparable across countries we can clearly
interpret the constant term in the regression as the differences in TFP across the countries. In
Table 3, with concavity imposed, the constant terms are almost equal. In Table 4 education is not
included in the production function and the logarithmic TFP difference between Ghana and South
Korea is 2.4. Using the implied rates of return calculated from Table 2 the difference that can be
attributable to education is e(0.10*12 −0.03*10) = 2.4 . This is exactly the implied difference in TFP in

Table 4 where we exclude education for the production function. The estimation of value-added
Equation 5 is presented in Table 5 and we would anticipate that these coefficients will be biased
if the gross output is the correct specification. The logarithmic difference in TFP when education
is excluded in 3.8, compared to the 2.4 in the corresponding gross output specification in Table 4.
Even allowing for a quadratic education effect, as in columns 1 and 3, the implied logarithmic
TFP difference at E=10 is 3.43. We consider below the implied coefficients on value-added from
the gross output specification of Table 2.
Any difference in point estimates on the inputs can be interpreted as differences in
technology across the countries. Table 2 shows that there is a clear difference in technology with
Ghanaian firms having a substantially higher material elasticity of output and lower capital and
labour elasticities. This, together with the results already presented for the value-added
specification, suggests that a gross output specification of the production function is to be
preferred. The share of inputs comprised of intermediate inputs is much higher in Ghana than in
South Korea - 85% as opposed to just under 50%. This means that, for every unit of output
produced, Ghanaian firms are spending relatively more on raw materials and relatively less on
payments to workers and capital owners. In understanding how firms in Ghana may evolve to
resemble those in South Korea considering input technology appears to be important.
5

Some robustness checks

Before turning to interpreting our main result we consider possible problems with the regressions
reported in Tables 2 and 3. The first is the possibility that the instrumentation procedure we have
used is not valid. The second is that, while we are using a far more narrowly defined set of
commodities than comparisons using macro data, there is substantial aggregation bias and this is
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affecting our results. Finally we consider the possibility that issues of functional form are of
importance.
The fixed effects estimator will remove any endogeneity bias if the relevant
unobservables are time-invariant. The GMM estimator uses lags of levels and first-differences of
inputs as instruments to additionally control for time varying productivity shocks. While our
diagnostics support the use of these instruments, there are other sets of instruments that can be
exploited. In particular, we need to address concern that education may be correlated with
unobservables to such an extent that assuming it is exogenous severely biases our results. The
results of these checks are presented in columns 1, 2 and 3 of Table 6. The key conclusion from
these robustness checks is that the instrumenting procedure is not changing our view about the
shape and relative magnitude of the return to education coefficients.
Column 1 exploits the time variation in the education measure available for Ghana to
instrument for E in the system GMM style. 7 This is not only a check of our instrumenting
procedure, but also that the averaging of the education measure carried out for Ghana has not
biased our results. The implied return on education in Ghana is low and insignificant when
education is assumed to be endogenous, as it was in Table 2. Thus, at least in Ghana, the
exogeneity assumption is not causing significant bias in our estimate of the returns to education.
If one believes that the correlation between education and unobservables is similar in the two
countries then this implies that the exogenenity assumption is also unproblematic for South
Korea. Alternatively, one may believe that the types of unobservable factors important in South
Korea are fundamentally different. If this is true and these are causing the South Korean estimate
on E to be substantially biased upwards then this merely reinforces our conclusion. Skills are
used in very different ways across the two economies – it is just that the factors that are
associated with this different use of skills are unobserved.
In columns 2 and 3 of Table 6 we again assume that education is endogenous and use
firm-level wages and an index of material prices as additional instruments (in South Korea there
are separate indices for imported and non-imported materials). These alternative instruments are
accepted by the Sargan tests, although with lower p-values. The coefficients on inputs are of a
very similar pattern and magnitude to those in Table 2. The only substantive difference is that the
coefficient on E in South Korea is higher (although so is its standard error). Given that education
is generally considered to be potentially positively correlated with firm-level unobservables this
suggests that, if anything, our estimate of the returns to education in South Korea presented in
Table 2 is an underestimate.

7

Instrumenting both the linear and quadratic terms in education caused some instability in the estimates so
only the linear term, capturing the average returns to education, is included.
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As a further check on the likelihood that the exogeneity assumption on education is
material we extracted the time-varying component of the error term (ie residual minus the fixed
effect) from the fixed effect regressions of Table 2. Recall that education is effectively excluded
from these regressions as our measure is time-invariant. Using this error as the dependent variable
an OLS regression with education (linear and quadratic terms) as independent variables produced
small and highly insignificant coefficients. This suggests that education is not correlated with
time-varying unobserved productivity shocks.

8

We have been considering firms at the level of the aggregate manufacturing sector. While
most firms are from sub-sectors common to both countries, it may be that the aggregation of subsectors is causing substantial bias. In order to check for this we restricted the analysis to include
only those firms in the textiles and garments sector. The results are presented in columns 4 and 5
of Table 6 and show the same pattern of coefficients across countries within this common subsector. While the restricted sample has resulted in some less precise identification we see that the
return to education is low and convex in Ghana and high and concave in South Korea and that the
coefficient on materials is much higher in Ghana and the coefficient on labour inputs
correspondingly lower. That these results hold even when restricted to a sector that is common
between the countries, and is known to be highly globalised, gives us confidence that the
differences we observe are not a result of differing sectoral composition in the samples.
Finally our analysis could be generalised by considering different functional forms. Table
3 presents the estimations when education is included as a logarithmic effect rather than a
quadratic effect and, again, the same pattern of coefficients is observed. While other work using
these data sets has concluded that the Cobb-Douglas functional form is appropriate (Söderbom
and Teal (2004), Hallward-Dreimier et al (2002)) it may be that this is too restrictive a
specification. The Cobb-Douglas functional form is a first-order logarithmic Taylor series
approximation with the translog being the second-order extension by including interaction terms
between inputs. The translog production function has the problem that it is not globally concave
and that output elasticities differ by input combination making interpretation more cumbersome.
However, estimating the translog and evaluating the elasticities implied in Table 2 at the sample
mean for each country did not change our conclusions. In fact, as the Cobb-Douglas is nested
within the translog, finding difference in the Cobb-Douglas is a stronger conclusion than finding
it in the translog. 9
6

Why does productivity differ?

8

The correlation between the error term and education is less than 0.01 in absolute value in both countries.
The exception to this would be if there was a common translog production function and Ghanian and
South Korean firms are merely using different factor combinations (say due to differences in factor prices).

9
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In Table 1 we showed the very large differences in labour productivity between South Korean
and Ghanaian firms. These differences greatly exceed those implied by the macro data which
underlie the calculations of Hall and Jones (1999). Table 7 shows the results from their paper for
Ghana and South Korea where both are ranked relative to the US. This macro data suggests that
labour productivity differs by a factor of 7 times, while large this is much smaller than the
differences in value-added per worker of 40 times in Table 1. In the Hall and Jones
decomposition shown in the Table by far the most important factor in explaining this productivity
differential is TFP which is nearly 3 times higher in South Korea than Ghana. This figure is close
to the differences we observe for differences in TFP across the firms in the two countries for the
gross output specification where we do not control for education. The key to our result is that the
returns to education differ across the two countries by very large amounts.
There has been an extensive discussion in the literature on the returns to education that
the rises in the returns to education that can be found for some periods in the US and UK is due to
skill biased technical change, see Card and DiNardo (2002) for a recent review of this literature.
Our data suggest that the much higher levels of capital per employee, which reflect in part the far
greater sophistication of the technology used in South Korea relative to that in Ghana, is
associated with much higher returns to that education. Such a result is wholly consistent with
those who have argued that rises in the return to education within developed countries can be
explained by skill-biased technical progress in those economies. Our results are also consistent
with work in developing countries which finds a convex return to education based on individual
labour market data, see Bigsten et al (2000) for Africa and Kingdon and Unni (2001) and
Duraisamy (2002) for India.
While the differences in labour productivity are very large, once we allow the technology
across the countries to differ and control for education, but allowing returns to differ, there is no
statistically significant difference in TFP between the firms in the two countries. While there
must remain doubts as to how well our deflation procedure has rendered outputs and inputs
comparable across countries the difference with the results from macro analysis appears
remarkable. In order to link our micro production functions with the macro analysis we must
convert our gross output specification to value-added to ensure comparability of our labour
productivity measures.
If we use equation [11] above and apply the GMM parameter estimates from Table 2 we
can calculate the implied value-added equation. We obtain for Ghana:
dVit
dK
dL
1
[0.05 it − (1 − 0.05 − 0.82) it + 0.018dEit ]
=
(1 − 0.82)
Vit
Kt
Lit
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dVit
dK
dL
= 0.30 it − 0.70 it + 0.10dEit
Vit
Kt
Lit
;
and for Korea:,
dVit
dK
dL
1
[0.16 it − (1 − 0.16 − 0.51) it + 0.145dEit ]
=
(1 − 0.51)
Vit
Kt
Lit
dVit
dK
dL
= 0.30 it − 0.70 it + 0.295dEit
Vit
Kt
Lit
.
The rather remarkable result is that in value-added terms both equations produce the same point
estimates on the capital and labour inputs. We can thus return to our original production function,
indeed with the same points estimates on capital as are assumed by Hall and Jones (1999), and
write the above equation in levels as:
Vit = Kitα ( Ait H ih )(1−α )
We are now in a position to answer our question as to why South Korean firms produce so much
more output per worker than Ghanaian ones. Setting Ait equal to the differences in the returns to
human capital we have:
α

Vit ⎡ Kit ⎤ δ h
=⎢ ⎥ e
Lit ⎣ Lit ⎦

For Ghana and Korea we have, respectively,
Vit
0.3
and
= [1.3] e0.100 10 = 2.94
Lit

Vit
0.3
= [ 61] e0.295 12 = 118.3
Lit

Producing a 40 fold difference in the value-added per employee across the firms in the two
countries and consistent with the observed differences in medians in Table 1.
The mean years of education do not differ markedly between the two countries, 10 and
12 years respectively. What does differ markedly is the shape of the (firm-level) returns to
education function and the average return. In Ghana this is a very flat convex function, while in
South Korea it is a concave function. The returns in Ghana are much lower: even with the
convexity returns do not reach 10% until the 15th year of education, while the average return over
the observed range is 3 per cent. A South Korean firm will be most productive when its workers
have had 15.8 years of education, while Ghanaian firms only begin experiencing positive returns
to education once their workers have more than 7 years of education.
This difference in the coefficients of education is a part of what we have termed a
‘technology difference’ between the two countries. If you give the workers in a South Korean
firm an extra year of education, the firm can harness this to increase output. Give the same
increase to workers in a Ghanaian firm and output barely changes. An implication of this is that
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giving Ghanaian workers more education is not going to help as the key difference lies in the way
that educated workers are used within the firm.
Figure 2 Value-added and capital per worker expressed in 1996$PPP

Figure 2 is a scatterplot of value-added per worker versus capital per worker for the two
samples of firms. At the micro level this recreates what has been observed in the macro data.
Ghanaian firms form a distinct cluster from their South Korean counterparts and the significant
level gap in value-added per worker is significant and is not closed by increases in capital
intensity. While the macro data appeals to differences in TFP, our micro analysis suggests this
gap can be explained by differences in technology: chiefly by differences in the returns to
education but, also, partly by differences in the physical input coefficients.
7

Conclusions

This paper set out to investigate why output per worker is so much higher for firms in South
Korea than for firms in Ghana. Two firm level datasets were constructed where care was taken to
ensure consistent variable definitions and appropriate deflators. Production was modeled using a
gross-output production function where we allowed for the input coefficients and the Mincerian
returns to education to differ across countries. Endogeneity was controlled for using a variety of
methods, including through the use of the system GMM estimator.
There is an extensive macro literature seeking to explain the very large differences in
output per worker observed across countries. The general conclusion from this literature has been
that these differences cannot be explained by observable inputs, in particular by human and
physical capital, and that the key is to be found in the determinants of TFP. A similar conclusion
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has been drawn from analysis of micro data which seeks to identify factors that affect firm level
TFP. Our paper points to the possible role that observable differences in technology may play.
The higher output per worker in South Korean firms can be accounted for through a combination
of factor intensity, technological differences and, most importantly, differences in the shape of the
relationship between human capital and productivity across the countries. It is these, not TFP,
which explain why South Korean firms have a labour productivity 40 times higher than those in
Ghana.
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Data Appendix

The data used are a balanced panel of 863 South Korean manufacturing firms observed for 3
years and an unbalanced panel of 312 Ghanaian manufacturing firms observed for 12 years. The
Ghanaian data was collected in a series of interviews with firm management and cover the period
1991-2002. Along with the survey questionnaire, this data is publicly available from the Centre
for the Study of African Economics at the University of Oxford. The data set (including
definitions and variable construction) is that used in Soderbom and Teal (2004) with the addition
of the more recent survey rounds. The data used to estimate the production function are the value
of physical capital stocks, number of employee-hours (number of employees multiplied by
average weekly hours), expenditure on materials and other inputs (mostly electricity, other energy
and rented land, buildings and equipment) and average firm worker years of education. There are
also price indexes for output and material inputs used to convert the variables into real 1991
domestic currency prices. Gross output is measured as total sales, adjusted by changes in
inventories.
The South Korean data were collected in face-to-face interviews covering 1996-1998,
and are described in Hallward-Driemeier (2001). The data and the survey questionnaire are
publicly available from the World Bank. Output is calculated as sales plus the change in
inventories, with other production variables being value of physical capital stock, number of
employees and expenditure on materials, electricity, other energy and rented land, equipment and
buildings. These final three inputs are aggregated into a single factor so as to be comparable with
the Ghanaian data. Again, there are firm-level price indexes for output and material inputs used to
convert the data into real 1996 domestic currency. Where these price indexes were not available
the sectoral averages were used. The variables in the South Korean dataset were transformed into
ratios and truncated before they were made publicly available, and the recovery of the levels of
the variables from these transformations will have introduced some additional measurement error
into the data. Firms with more than 500 employees or within the top 5% for asset value were
truncated and so these have been dropped from the sample. This means that the South Korean
sample contains more small firms than the true firm population which, if anything, should reduce
any apparent differences with the smaller Ghanaian firms. Average hours worked by sector were
obtained from the ILO and used in the construction of the employee-hour variable.
PPP deflators from PWT 6.1 were used to convert the real domestic quantities in each
country into international quantities. The PPP investment deflator was used for the capital stock,
the consumption deflator for indirect and material inputs, and the GDP deflator for output.
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Y/L

Country

Labour
Productivity

( K / Y )α /(1−α )
Capital to Output

Ghana
0.052
0.567
Korea
0.380
0.880
Table 7 Comparisons based on Hall and Jones (1999).

H/L

A

Human Capital
per worker

Total Factor
Productivity

0.464
0.761

0.198
0.568
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